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Abstract —Compared to commonly used loss-based
congestion control algorithms predominantly used in
Transmission Control Protocol (TCP) implementations,
congestion-based congestion control called BBR has shown
much better performance in resource-abundant modern
communication links. However, for a high influx of TCP
sessions on the bottleneck switch, clusters in High-
Performance Compute (HPC) nodes and data centers face
resource constraints because of the immense workload
during orchestration and relocation of workflows across the
resource pool. This article discusses how to resolve this
problem, commonly known as TCP incast, through efficient
gueue management of the bottleneck link and adding a
shaper function in the standard BBR algorithm. We
analyzed TCP incast issue for two efficient versions of
congestion control i.e., BBR and CUBIC (named after the
cubic function used instead of linear function), in a highly
overloaded convergent switch of the cluster. It is noticeable
that the queuing delay and buffer build-up are two essential
parameters in causing TCP Incast. Hence, we used the
M/G/1/B queuing model when multiple TCP sessions
generate the network traffic and different buffer build-up
scenarios are analyzed in the bottleneck node of HPC
clusters. Based on the findings of our queuing analysis, we
propose an incast recovery BBR algorithm that introduces
additional controls like Incast shaping to deal with queue
build-up during TCP incast. The effects of these
modifications in BBR implementation are studied in terms
of performance parameters like flow completion time,
throughput, RTT variations, and fairness to other
competing flows are significant compared with standard
BBR and CUBIC implementations.

Keywords—Transmission Control Protocol Incast, TCP
congestion control, Incast Recovery Bottleneck Bandwidth
and Round-trip propagation time, queuing model, data
center workload, TCP flow shaping

I. INTRODUCTION

The network infrastructure in data centers and
associated High-Performance Computing (HPC) clusters
rely heavily on Transmission Control Protocol (TCP) for
data transport function. The leading cause of such high
utility is the inherent use of a many-to-one network
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topologies convergence model. As a result, many
computing and data processing requests flock at one
central node for orchestration, argument passing,
information sharing, and dissemination of results. TCP
has inherent advantages of stability, ubiquity, and open
standard to be used as a transport protocol in datacenters
and compute clusters. However, despite its extensive
applications, it has shown limitations, such as incast &
outcast phenomena that induce unfairness amongst short-
lived and long-lived flows and cause higher
retransmission overhead during congestion epochs. In
literature, the congestion control algorithms are attributed
as the root cause of such TCP limitations [1]. These
congestion control algorithms rely mainly on relatively
delayed information about the network status, such as
Round-Trip Time (RTT), missing or delayed
acknowledgments, and bottleneck bandwidth. Newer
technologies like Remote Direct Memory Access
(RDMA) protocol provides more efficient data transport
alternatives, but that may only solve local network
transport issues amicably. These protocols eventually
need TCP encapsulation over the internet, where TCP
remains the key reliable transport protocol. Hence, the
efficient performance of TCP contributes a significant
portion to the economic feasibility and viability of the
business model of datacenters.

TCP congestion control protocols have been actively
studied for decades for their revision to cope with
evolving network technologies. Despite its long-lived
revision history, it remains a juicy topic for research in
internet transport. Traditionally, TCP congestion control
algorithms follow an additive increase, multiplicative
decrease (AIMD) approach for data transmission over
unreliable networks. The congestion window (CWND)
increases by one frame for each successful packet
transport from source to destination. The CWND attains a
specific size before a packet drop occurs by either a
timeout (TIME_OUT) event or three duplicate
acknowledgments (DUP_ACKSs). At this point, TCP
reduces the CWND size to half and increases again on
receiving ACKs somewhat more defensively. The initial
TCP versions like TCP Tahoe, TCP-Reno, TCP-New
Reno, TCP-Vegas, BIC-TCP, follow closely resembling
clones of the approach mentioned above. The newer
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versions like TCP-CUBIC and BBR, however, use a
more aggressive method for increasing CWND before
any congestion epoch but when such an event occurs,
reduce the CWND resulting in a throughput drop. As a
result, the TCP-CUBIC has shown more promising
results for utilizing available bandwidth. However, the
fairness in sharing bandwidth with other competing flows
still needs improvement as the fairness to other
competing flows for bandwidth share lacks assurance.
Moreover, these TCP variants (except BBR and Elastic-
TCP) are sensitive to packet loss events. Since packet
drop event occurs due to high buffer occupancy at one of
the routers en route to the destination, it is considered a
key indicator of congestion at some nodes on the network
path, and the transmission rate needs to be reduced to
help in solving this issue.

Recently, a new philosophy of congestion-based
congestion control (CBCC) has been introduced with the
name BBR, short for bottleneck bandwidth (BltBw) and
round-trip propagation time (RTprop). The underlying
philosophy of BBR is based on minimizing the queuing
delays in a path to avoid heavy buffer occupancy at the
routers. This approach has some adverse effects on
bandwidth utilization. However, it minimizes the packet
drops and queuing delays that contribute to a significant
source of the round-trip time (RTT). BBR perceives the
end-to-end path as a single link with the minimum
bandwidth of all the links in the path as BtIBw and
performs a flow control function based on its estimated
operating statistics. It counts RTprop < RTT=Min (RTT)
through its four cyclic phases: Start-up, Drain, Probe
Bandwidth, and Probe RTT. In the start-up phase, it
accelerates the packet sending rate with a TCP CUBIC
approach. It then enters a drain phase where it minimizes
the transmission rate to empty the BtIBw queue. Next, it
enters the bandwidth probe phase to see the impact of the
drain phase and find any improvement in the available
buffers. The transmission of more data after the drain
phase signifies a non-congested link. Next, it enters the
probe RTT phase to find a smaller RTprop value due to
drain operation. The bandwidth-delay product (BDP) is
calculated as BtIBw*RTprop, to keep inflight data lesser
than the standard BDP, which is larger due to a more
considerable RTT value. The combined effect of reduced
inflight data and buffer drain operation at the BtIBw link
keeps queues less populated, resulting in lesser chances
of packet drop while maintaining smaller RTT values.
Cardwell et al. [1] gave a detailed explanation of BBR.

In one of our previous works [2], we have evaluated
CUBIC and variants of TCP under the incast scenario. In
this paper, we have worked on studying the behavior of
the BBR algorithm during the incast scenario. Using
queuing theory, we have developed an analytical model
to understand bottleneck link buffer occupancy at varying
traffic loads. For that purpose, we have used the M/G/1/B
queuing model. Based on the finding of the analytical
model, we have proposed an incast recovery (ICR) BBR
algorithm to cater to the incast problem. To our
knowledge, the Incast problem with respect to BBR has
not been studied in the past and we believe it is the first
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effort on this issue. The rest of this paper is organized as
follows. Section Il describes the literature review of the
incast problem that has been extensively studied in loss-
based congestion control environments but rarely found
any study on CUBIC and BBR. In Section IlI, we
describe a network model that uses queuing theory and
the bottleneck link model of the BBR. The network
topology and control points of congestion control are
described in this Section. Section IV presents the
analytical model and its numerical results that provide a
base for our proposed ICR-BBR Algorithm. Section V
presents the proposed shaper-based ICR-BBR algorithm
to deal with queue build-up during high transmission load
on a cluster core switch. In Section VI, the proposed
algorithm's results are analyzed by observing flow
completion time, RTT variations, throughput, and
fairness of the Algorithm. Finally, we conclude and
summarize the work in Section VII.

Il. RELATED WORK

The TCP throughput maximization has remained
actively studied topic in literature due to its immense
impact on business and economic implications in internet
and data centers. Zhang et al. [3] built an analytical
model for understanding the fundamental causes of TCP
incast because performance deteriorated catastrophically
in data centers as the number of senders increased.
Yongmao et al. [4] found in one of the early surveys that
reducing packet loss and quick recovery are the probable
candidate strategies for developing a comprehensive
solution for the TCP incast problem in data centers. The
first approach to reducing packet loss requires network
infrastructure support while the second advocates
modification in the TCP implementation. It is hoteworthy
that most of the proposed solutions work on these lines.

Researchers have proposed many data center transport
protocols, and they handle specific problems related to
performance and latency in data centers. For example,
Mittal et al. [5] described how their proposed RTT based
congestion control algorithm, named TIMELY (Transport
Informed by MEasurement of LatencY) can adjust
transmission rates using RTT gradients to keep packet
latency low and deliver high bandwidth. In addition,
Alizadeh et al. [6] proposed DCTCP, which leverages
Explicit Congestion Notification (ECN) in the network to
provide multi-bit feedback to the end hosts.

Vamanan et al. [7] have proposed a Deadline-Aware
Datacenter TCP (D2TCP), a novel transport protocol for
Online Data-Intensive (OLDI) applications that handle
bursts, which is deadline-aware and is readily deployable.

Alizadeh et al. [8] proposed that data center transport
should decouple flow scheduling from rate control and
based on this concept, suggested a minimalistic data
center transport design fabric. This design provides
optimal flow completion times for short and long flows.
Alizadeh et al. [9] also presented a network-based
distributed congestion-aware load balancing solution. An
ASICs-based overlay network virtualization module in
the data center network fabric is added to improvise TCP
flows for better performance. This module splits TCP
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flows into smaller streams named flow-lets and
distributes these on multiple paths based on path
favorable statistics. This solution provides better
throughput and minimizes Incast issues, but it needs
considerable customization of the added module to be
effective. Furthermore, the proposed solution suits
conventional TCP variants but can cause increased
control signaling for newer versions like TCP-BBR and
TCP-CUBIC.

Yang Xu et al. [10] proposed a retransmission timeout
avoidance scheme through intelligent packet discarding
using software switches. It selectively discards some
packets buffered in the switch from each Incast flow to
trigger fast retransmission rather than retransmission
timeout. This approach ensures that three DUP_ACKS
reach the sender earlier than the RTO expiry. The
proposed scheme also uses basic heuristics to select
packets to be discarded intelligently. The scheme
provides improved throughput but lacks a distinction
between small and long flows causing inter-flow fairness
issues. Lei Xu et al. [11] proposed receiver-oriented
congestion control using centralized scheduling with
explicit congestion notification (ECN). The receiver held
the ACK for the sender to see its continuity and, in case a
certain ACK is missing, it sends a reduced receiver
window (RWND) size in the first ACK in the hold queue.
Resultantly, the sender reduces its CWND to the
proposed size, i.e., the recently advertised RWND. The
proposed model shows encouraging results, but high-
speed network fabric sometimes causes underutilization
of the available bandwidth.

A similar approach has been used by Jiannan Bao et al.
[12] to propose a Software-Defined Networking (SDN)
based explicit centralized congestion avoidance
mechanism using global network information. The SDN
controller estimates fair bandwidth for every competing
flow and adjusts the receive window size for each TCP
connection. This scheme also provides better utilization
of available bandwidth and has better performance
indicators in terms of throughput and fairness. The
conventional TCP flows are the primary beneficiaries.
Jiawie Huang et al. [13] proposed a cross-layer adaptive
request schedule (ARS) to control and adjust concurrent
TCP flows by generating batches of requests according to
the congestion state of the path. The congestion data
required for decision-making is acquired from the
transport layer. The proposed ARS works at the
aggregator side without modifying senders. The
additional processing for generating the right batches of
jobs is the key overhead of this scheme. Furthermore, it
may also result in wait time for many batches that might
add further delays in RTT and associated TCP timers.

In this article, we endeavor to evolve a comprehensive
solution of the incast problem while using BBR as a
congestion control algorithm. We have developed
foundation of the problem through mathematical models
and queuing theory and developed an algorithm that adds
additional controls through traffic shaping for reducing
congestion during the high influx of TCP flows at the
bottleneck switch. The outcome of this work is a robust
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TCP implementation for HPC clusters and data centers to
benefit from the higher throughput TCP sessions while
transporting bulk data and workflow orchestration. We
also plan to work on achieving optimized resource
utilization in cluster environment for further improving
TCP applications in clusters.

I1l. THE ANALYTICAL BAsIS OF Tcp INCAST

The newer TCP variants like TCP-BBR and TCP-
CUBIC promise better throughput under reliable and
resourceful network conditions. However, Incast
scenarios are more common in faster networks with
shorter RTT values due to significantly quicker growth of
CWND and, subsequently, queue build-up. Fig. 1 shows
a simplified one-way incast scenario where multiple TCP
sessions converge at the Bottleneck Edge Switch (BES)
in a data center cluster. We use the terms router and
switch interchangeably for simplicity purposes. In the
figure, it is presumed that the buffers at the switch are
more occupied by traffic towards the receiver node than
the sender node to avoid simultaneous incast and outcast
scenarios. We have investigated the impact of the
aggressive start-up phases of both the variants mentioned
above in an incast condition. The TCP sessions running
in the core of a data center storage and processing
clusters record smaller RTT values due to very few
intermediate nodes and faster propagation time. The
shorter RTT values induce smaller retransmission timers
that often trigger the fast-retransmission mode of TCP a
bit quicker in both loss-based and congestion-based
congestion control algorithms of CUBIC and BBR,
respectively. We have investigated how variations in
start-up, drain, bandwidth probing, and RTT probing
phases affect the short-lived and longer TCP sessions in
BBR. The bottleneck switches with shallow and large
buffers are analyzed using the M/G/1/B queuing model.
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Fig. 2 shows the queuing model for the incast scenario
where packets from multiple flows are collected at the
Bottleneck Edge Switch (BES). One-way end-to-end
delay is the combination of propagation delay and
queuing delay at the bottleneck edge. With an equal
number of buffers for inbound and outbound flows, the
reverse path of ACKs may experience a lesser delay due
to shorter packet sizes. The queue management strategy
may be either First-In-First-Out (FIFO) with packet drop
at buffer saturation point or Random Early Detection
(RED) where packets are randomly dropped to signal
congestion in the network to senders. The average time
spent at this node also determines the overall RTT value
as the queue wait time may be much longer at higher
traffic density. Two scenarios can provide insight into the
TCP session dynamics. First is the case when queuing
delay is less than the propagation time to the switch, and
the other is when the queuing delay is more significant
than the propagation time. A longer queuing delay can
specifically add to the incast condition.

While facing an incast scenario, the bottleneck switch
has a large probability of meeting super im-position of
start-up phases of multiple TCP variants, forming the
basis for a critical scenario to be analyzed for essential
performance degradations and finding remedies. In the
next Section, we develop a mathematical model
foundation for incast conditions.

IVV. ANALYTICAL MODEL USING STANDARD QUEUING
SYSTEM

The queuing behavior at the routers and switches plays
a significant role in the performance studies of TCP.
However, the challenge in studying the queuing behavior
of TCP sessions lies in modeling arrival and service
processes at the queue, which commonly exhibits Poisson
and Exponential distributions, respectively. Consequently,
finding an accurate closed-loop quantitative model with
known network parameters such as link capacity,
propagation delay, and buffer size is not a trivial problem.
Furthermore, longer queuing delays and packet losses
occur predominantly at buffer overflow or near overflow
states; therefore, it is a natural choice to take packet loss
probability as the blocking probability in a single server
queue model. This also forms the basis of linking TCP
performance measurement with queuing models.

In a single-hop bottleneck switch environment, the
stateful TCP model assumes long-range autocorrelation
between queue length and arrival process. Therefore, the
queue length significantly contributes to developing the
TCP queuing model. The packet loss probability is
generally expressed as a random process that depends on
the queue length. The M/D/1/B model is considered a
useful approximation to study the impact of queuing
behavior on TCP. The main advantage of using this
model is the ready availability of explicit analytical
expressions for most quantities of interest, including the
blocking probability. Models based on M/M/1/B queues
have been considered suitable for fluid flow
approximations. However, these models have depicted
inaccuracies in acquiring the complex statistical structure
of TCP traffic, as shown by Geinn and Nakassis in [14].
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The other important parameter in studying TCP is the
CWND that describes the sent but unacknowledged data
of a flow. In our model, the data rate of a flow is linked
with the size of congestion window and the RTT value at
a given time interval. Assume W denotes the maximum
window size before a congestion epoch occurs; the size of
the window may be reduced as per the criteria of
respective congestion control algorithm of used by TCP
flow. Therefore, the average transmission rate X can be
provided as proposed by Altman et al in [15]:

X = lim 2 X t)dt = EW)

TooT RTT 1)

where E(W) is the mean congestion window length
during a short time interval and RTT is round-trip time.
The Eqg. (1) indicates that the transmission rate shall be
generally higher in the case of smaller RTT values, such
as in the case of the LAN environment. The throughput
restricting factor is the size of the congestion window
controlled by the packet drop event. Based on Eg. (1),
and keeping the standard TCP congestion control
mechanism of reducing the size of CWND to half, we
simplify the TCP flow behavior using a fluid flow model
of Raina & Wischik [16] to find the rate of change in
achieved throughput as follows:

dx(t)y 1 t—RTT

— X(
dt RTT RTT

X(t)
).p(t— RTT).7 @

where p(t) is the packet loss probability at time t. It is
imperative that in the presence of multiple flows
competing the bottleneck link, the differential Eq. (2)
indicates the inverse relationship between the rate of
change in throughput x(t) and RTT. It incorporates both
possibilities of receiving an acknowledgement as well as
packet drop. The Eq. (2) is used for standard model of
TCP with addition of one packet in the transmission
gueue on receiving an acknowledgement and reducing the
CWND to half on packet drop. Hence the same model
can be extended to achieve additive increase and
multiplicative decrease (AIMD) for newer congestion
control algorithms that use modified CWND management
strategies. The model given in Eqg. (3)

dx(t) _ Log2
dt RTT
—p(t=RTT)X(t— RTT)(X(t) - x(t))

x1—(p(t—RTT) Rk x(t)) @

where K, & K, indicate additive increase and

multiplicative decrease coefficients for TCP variants
modifying standard TCP congestion control. The above
model indicates that the rate of change in throughput
during a time interval of (t-RTT) is a function of current
throughput and probability of packet loss during this time
interval. It is noticeable in Eq. (3) that a smaller value of
RTT may also trigger larger packet loss events. In case of
very small value of (t-RTT), The exponent function of Eq.
(3) may be come diminishingly small. Using Eq. (3) for
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the calculation of sum of larger number of TCP flows
competing on the bottleneck link, the average rate of
change of group can be determined as in Eq. (4).

= (A= E=RTT)*  iox(t)
—p(t—RTT)x(t—RTT).(X(t)—x(t))

4)

Egs. (1-4) suggest that the desired throughput is
specifically dependent on the packet drop probability
provided other parameters are in their normal ranges. If
we assume N flows are competing for switch resources,
then the buffer size B becomes a critical parameter to be
estimated for reducing packet drop rate to a minimum.
Hence, the value of B is calculated as follows [17]:

B = N.X(t) 5)

Eqg. (5) forms the basis of our simulation and
experimental studies for an M/G/1/B type queue to
minimize the TCP incast problem. In the case of a
minimum desired rate per flow, the queue model is
tailored to M/G/1/B for the generic service model at the
queue head. Integrating the above queue model and the
TCP congestion control dynamics, the following behavior
is observed to explain the TCP incast problem. The queue
behavior at the BES can differ significantly based on the
steady-state and burst transmission of one or more
sessions. The steady-state TCP session packet arrival is
modeled by the standard Poisson process whereas the
burst arrival is modeled by the standard Exponential
distribution.

A. TCP Cubic Model

The analytical model discussed in the previous Sub-
section is based on AIMD-based TCP variants. On the
contrary, the newer TCP variants like TCP CUBIC, and
TCP BBR use more aggressive means of filling available
BDP pipes. Poojary and Sharma [18] have given an
asymptotic analysis of TCP CUBIC. Let N be the number
of TCP flows with w be the window size and r be RTT of
the in flow respectively at a given time t, then the
bottleneck router may receive packets at a rate of

N
Wi : : .
A ;—--{-ﬂ,b , where /4, is the capacity occupied by
= 1
other traffic. Traffic

load at the bottleneck router

isA= P ,where p is the arrival rate and p is the service
U

rate at bottleneck router. This traffic load can influence

the behavior of TCP flows as each flow will react to its

congestion control algorithms during queue build-up. If p

is the probability of packet loss, then steady-state

congestion window size (W, ) can be written in terms of
Eq. (6-7).

W, =4,r (6)
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where Ar is net data arrival and r represent RTT. In the
case of a single TCP flow and very small values of p, the
average window size is derived as in [19]:

1[3

W, == |[— 7

A7 r\2op @
where b is the number of packets sent by TCP on arrival
of an ACK and r is RTT value. In case of the TCP-
CUBIC, congestion control becomes active after the first
congestion epoch and the congestion window update
becomes conservative near this point after aggressive
start. The aggressive behavior gives TCP CUBIC higher
throughput compared to traditional TCP in high-speed
networks. The TCP CUBIC congestion window size at
time t, assuming O indicates a loss epoch with window
size W, just before a loss and no further losses in (0, t], is
given in [18]:

WCUBIC (t) = C(t - 13/%)3 +Wo

where g and C are two constants representing
multiplicative decrease factor on drop and increase in
CWND on ACK, respectively. For the TCP response
function in terms of parameters like RTT, given as R and
packet drop probability, the following relation Eq. (9)
holds:

©)

7p(x)

J

0

1

X ==
R

W (t)dt = % ©

The window size W(t) keeps increasing till time z,(x),
where a packet drop event occurs and the window size is
decreased by a factor as given by Eqg. (10).

W(z,(x)") = A=W (z,(x))

where S is a predetermined multiplicative decrease factor
at any congestion event. In the model mentioned above,
the window size converges to a steady state is given by

Eq. (11).
C, 4R G
W * :4——4
(z,()") 4/ﬂ((4_ﬂ)p)

The solution derived in Eq. (11) depicts the
dependency of highest size of CWND on probability of
packet drop and RTT i.e., R values. The lower packet
drop probability and higher RTT values produce highest
CWND value before packet drop epoch. Using the same
model as given in Eq. (11), the time to converge to a new
steady-state window size is derived in Eq. (12).

(B8R
=G )

The Eq. (12) derives the time before a congestion
event occurs which indicates that a higher CWND

(10)

(11)

(12)
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increase factor value (C,) on each ACK arrival reduces
the time between the successive congestion epochs.
Hence, the system is more stable in case C, increases at
linear rates.

B. BBR Congestion Control

The congestion-based congestion control of BBR is a
recent innovation in achieving the robust performance of
TCP flows measured in terms of throughput, fairness, and
optimum link resource utilization, as discussed in Section
I. The BBR congestion control, contrary to other
counterpart mechanisms, uses an innovative non-packet
drop with optimum buffer occupancy-based approach. It
estimates the bottleneck bandwidth (BtIBw) and
Roundtrip Propagation delay (RTprop) to operate a TCP
flow in a state-based system comprising of start-up, drain,
and steady-state. BBR aims to avoid buffering delays at
the routers by feeding data less than the estimated
capacity of BtIBw. To achieve this, it uses a BtIBw and
RTprop product called bandwidth-delay product (BDP).
These two entities are mathematically modeled as given
below in Eg. (13).

RTT, = RTprop, + 1, (13)

where 77, is the share of the other traffic flows on the

path at the time, t. This practically implies that if we
subtract the queuing delay at the routers from RTT, we

can get the value of RTprop, . This parameter is

estimated at the sender side by using estimator filters as
in Eq. (14).

RTpop = RTprop + Min(7,)

(14
= Min(RTT,) vt &[T ~W,,T]

)

Similarly, BtIBw can be estimated as follows in Eq.
(15):

aDelivered

BtIBW = Max( ijt O[T -W,, T]15)

at

C. Numerical Analysis of Bottleneck Switch Queue

In this Sub-section, we present numerical findings of
the queuing models of a bottleneck switch when multiple
TCP sessions infuse traffic. The mathematical models
discussed in the previous Sub-section are used to generate
traffic. The three parameters indicated by the queuing
model for flow analysis at the bottleneck switch, given in
the preceding Section, include simultaneous competing
flows count, buffer occupancy, and packet drop
probability. The choice of these parameters is critical due
to their ability to be configurable in the switch for easy
configuration management.

Fig. 3 shows the buffer occupancy behavior of
increasing multiple TCP sessions for different bottleneck
link bandwidths. The number of sessions is selected from
very low to very high to detect perturbations in queuing
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behavior and finding its saturation point. It is visible that
the 1 Mbps and 10 Mbps links saturate much earlier and
the 1Mbps link is fully depleted at about 70% of the
sessions in a run. This situation results in a high packet
drop rate. The 10 Mbps link gets saturated at around 88%
of the maximum traffic load while 100 Mbps saturates at
94% and 1 Gbps takes approximately 80% of the buffers
depleted at full load. The traffic load is selected to be a
mix of rate-limited high bandwidth applications.

100

1 Mbps 10 Mbps 100 Mbps  ——1Ghps

90 o
80 -
70
£ 60 |
g 50 o |
£ |
g
3 40 -
o}
g 30 |
@
20 4

10

0

10 50 90 130170210 250290330 370410450430 530 570 610 650 690 730 770 810 850 830 930 970

Number of concurrent flows

Figure 3. Buffer occupancy plot against the number of concurrent flows
at the bottleneck switch.
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Fig. 4 plots packet drop probability against increased
buffer occupancy at the same set of bottleneck
bandwidths as used in the previous plot. It shows that
only the 100 Mbps and 1 Gbps links can provide tolerable
drop rates with 1% and 0.1% at maximum traffic load.
The drop rate is zero until around 40% of the total traffic
load for a 1Gbps link. Although these two link capacities
provide acceptable drop rates due to faster service rates,
they may significantly add long wait times in the queue
and result in longer RTT values.

Fig. 5 plots the same data with only rate-limited
applications traffic load and shows much more stable
packet drop rates at high buffer occupancy. This result is
attributed to the absence of traffic bursts from the
bandwidth-limited application. The analytical results are
purely based on queuing models with estimated TCP
traffic load. Still, they indicate that controlled traffic
arriving at the bottleneck link may perform much better
in high traffic load scenarios which is predominantly the
usual workload scenarios in the data center clusters. The
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higher service rate of faster switches with 100/1000 Mbps
link capacity performs well in the lower to higher
medium traffic load with rate control function. The higher
workload, however, increases the packet drop probability
that needs to be reduced to as minimum as possible,
especially in the case of loss-based congestion control
algorithms.

1

——1 Mbps

10 Mbps

100 Mbps —— 1 Ghps

09

e e e ot
P N

Packet drop probability
g

40 50 60 70 80 90 100

Buffer Occupancy (%)

20 30

Figure 5. Packet drop model for rate-controlled applications

The queuing analysis of the bottleneck switch indicates
that the steady-state rate-controlled expected traffic flows
can contribute significantly to resource management
policies in the resource-constrained switch. The build-up
at the bottleneck switches is mainly caused by the higher
workload or exponential tail distribution of TCP flows.
The tail distribution scenarios are more common in file
transfers or bulk data transfer operations. The traffic
flows in clusters are generally of shorter durations for
argument passing through pointers. It is imminent that the
workload of a single flow shall operate in the steady-state
mode, and the only challenge in managing service rate
shall elevate by the higher number of flows competing for
resources at the bottleneck switch. These results motivate
the addition of traffic shaping and rate control functions
to improve the efficiency of network resources utilization
and better performance of TCP.

V. PROPOSED ICR-BBR SHAPING ALGORITHM
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Figure 6. State transition diagram of the ICR-BBR algorithm
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The analytical model described in the previous Section
highlights the crucial role played by the queuing delays in
most TCP implementations. The preceding Section also
highlights the role of a moderating agent that could
improve the TCP performance at a high workload at the
bottleneck link. In this Section, we propose additional
controls in the BBR congestion control implementation to
cope with possible queue build-up and corresponding
increased packet drop probability during peak
transmission workload on a cluster core switch. As
discussed in Section 1, BBR estimates the network path
of a flow periodically and makes an excellent choice to
improve further to cope with resource scarcity gracefully
during incast scenarios. Fig. 6 shows the state transition
diagram of the proposed Incast Recovery BBR (ICR-
BBR) Algorithm.

The proposed model incorporates the key finding of
the analytical study, i.e., the flow control through traffic
shaping & flow pace control. It introduces control
parameters like pacing rate, maximum send quantum, and
CWND to timely intervene in short-term congestion
scenarios. The pacing rate controls the inter-packet
spacing while employing the estimated BtIBw of the path.
The maximum send quantum maintains the maximum
number of packets sent as a burst. The CWND controls
the inflight data as a product of BtIBw and RTprop.
Despite these enhanced controls, the short-lived TCP
flows competing during the Incast scenario are expected
to face adverse performance degradation due to their
shorter completion time compared to the BtIBw filter
length (BItBwFilterLen) that measures the current BtIBw
estimate specified in BBR implementation as 10 packet-
timed round trips [20].

The average RTT value for a 3-hop flow in a data
center lies below 25ms. As a result, the request/reply
protocols or Remote Procedure Call (RPC) flows take
lesser time to complete to be effective in their respective
applications, or the overall job completion time increases,
causing poor cluster resource utilization. Therefore, we
propose a shaper control in the core implementation of
BBR to conditionally shape traffic during incast scenarios.
Furthermore, the shaper function further curtails the
injection rate of each flow if it detects an incast problem
at the switch.

ICR-BBR is based on an explicit model of the network
path over which a transport flow travels. Table | presents
the pseudo-code steps for the main Algorithm to
incorporate Incast issues during peak load at the
bottleneck switch. On every ACK received, the ICR-BBR
algorithm updates its network path model and its state
machine and adjusts its control parameters to adapt to the
updated network model. The incast shaping regulator is
invoked during a severe reduction in throughput and
above-average flow completion time. On detection of
bandwidth deprivation, the incast flag is set to implement
the desired control function. Accordingly, the code is
activated to adjust the flow rate as per physical
constraints. The incast shaper performs the necessary
steps to match the packet-arrival rate to the bottleneck
link's service rate. BBR itself paces data packets, but the
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incast shaper performs additional actions to smoothen the
service rate. Pacing enforces a maximum rate at which
BBR schedules packets for transmission. The incast
shaper induces shaping over pacing through the primary
mechanism that BBR uses to control its sending behavior.
This is the modification in the BBR implementation. The
sending host implements pacing by maintaining inter-
packet spacing when each packet is scheduled for
transmission, calculating the next transmission time for a
packet for a given flow (next_send_time) as a function of
the most recent packet size and the current pacing rate. In
addition to these, shaping control also uses a rapid
increase in RTT and RTprob values for its activation.

TABLE |. PROPOSED ICR-BBR ALGORITHM

Line Code Step

1 f;ezt ICRPacingGainCycle = [3/4, 1/4, 1/2, 1/2, 1/2, 1/2, 1/2,

2 Set]ICTPacingGainz PacingGainCycle [bbrCyclelndex]
3 Set PacingRate

4 Set SendQuantum

5 Setcwnd

6 Set Incast=False

7 ICRbbrCheckIncast ()

g ifis_rtt_min_updated && loss_detected_time >0

g if current_time > last_action_time + 3* current_rtt

10 Set Incast=True

11 cwnd = min (cwnd + acked, upper_cwnd)

12 last_action_time = current_time

13 if bbr_state==ProbeBW + 3* current_rtt :

14 bbrUpdateRtProbe()

15 Return

16 ICRbbrUpdateOnAck()

17 if (Incast)

18 Set bbrCyclelndex = bbrCyclelndex + 1

19 rt_propagationdelay = packetround-triptime

20 cwnd =min (cwnd + acked, upper_cwnd)

21 if (rt_propagationdelay<minbbr_rtdelay) && CheckDrain ()
22 Set Incastterminate=now ()

23 Incast=False

24 bbr_update_model()

25 If rtProbe =Now () > bbrrtProb_stamp+RTprobFilterLen
26 If rtProbe =Now () > bbrrtProb_stamp+RTprobFilterLen
27 rtProbe=packetrtt

28 Return

The proposed ICR-BBR congestion control method
performs three essential functions. These include
identification of Incast condition, recovery from Incast
condition, and restoration of BBR congestion control
back to its normal as and when Incast condition is over.
Table | illustrates the ICR-BBR scheme. The line (1-6) of
the Algorithm in Table | performs a few parameters
setting functions needed before activating "bbr_main()".
In the original implementation of BBR, the "bbr_main()"
function is triggered when an ACK is received from the
receiving server. The “bbr main()” invokes  five
functions (given in line 35 — 40) in Table Il. The
proposed ICR_BBR invokes five additional functions to
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refresh the network model. Using these functions,
ICR_BBR measures the maximum available bandwidth
and minimum round-trip time of the network path model
and calculates output parameters (pacing_rate,
congestion_window, and send_quantum) to control the
amount of inflight data.

TABLE II: BBR_MAIN () OF THE ICR-BBR ALGORITHM

The bbr_main that activated on each Acknowledgement receipt
at the sender
bbr_main: 0,0.3,0.6, 0.9, 1

bbr_update_model ()

Line

29
30
31
32
33
34
35
36
37
38
39
40

bbr_set_pacing_rate () 0.5
bbr_set_tso_segs_goal () 0.5
bbr_set_cwnd ()
bbr_set_upper_scaling ()
CheckCyclePhase ()

CheckFullPipe ()

CheckDrain ()
UpdateRound-tripPropagationDelay ()
CheckProbeRTTPhase ()
ICRbbrChecklIncast ()

The algorithm in Table | contains one new function i.e.
ICRbbrChecklIncast() and one modified function ICRb-
brUpdateOnAck() from the original implementation in
Linux. The loss_detected_time indicates some packet lost
event, and if its value is more than 3, a packet
retransmission event is triggered in the Recovery phase.
The Incast is true in such a condition, meaning that the
cwnd value needs to be minimized. The same impact is
recorded through the CheckDrain function that updates
the current congestion state at the bottleneck switch. The
incast termination means the link is less congested, and
traffic is restored to a normal flow rate.

VI. EMPIRICAL RESULTS

We tested the proposed ICR-BBR model in a 320-core
Beowulf cluster. The prime objective of the proposed
modification is to average out the queuing delay at the
bottleneck switch by controlling the sending rate
conditionally i.e., when the Incast congestion flag is set.
The TCP BBR congestion control was extended to add
shaping control over the pacing control during Incast. The
BBR and CUBIC congestion algorithms are selected for
comparing results with the proposed ICR-BBR Algorithm.
The inter-arrival of packets plays an essential role in
controlling the congestion and related Incast build-up at
the bottleneck switch. The overall distribution of flow
type has been selected as a mix of short-lived flows and
long-duration flows. The flow completion time is an
important parameter that increases as the number of flows
and the possibility of packet retransmission increases.
Buffer occupancy and average throughput per-flow are
the other parameters studied in the experiment. Since
BBR and ICR-BBR are insensitive to a packet drop, the
average flow completion time and average throughput are
used to gauge the proposed Algorithm's efficiency.



Journal of Communications vol. 18, no. 2, February 2023

An additional check of the number of packets lost has
been included to check possible incast at the switch.
Based on this control variable, a possible Incast recovery
function has been activated that shapes the pacing rate to
reduce traffic load, providing space for the switch to
empty its queue. The pacing and shaping procedure
combined effect reduces the traffic arrival rate at the
bottleneck switch. In this condition, slower applications
like RPCs and Request/Reply messaging take a slightly
longer time to complete. The primary benefit is longer
flows with bulk transfers which get smoother and
consistent bandwidth even at a higher traffic load. The
proposed shaping function plays a significant role in
increasing the fairness amongst the competing flows.
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Figure 7. The plot of average flow completion time with an increasing
number of completing flows.

Fig. 7 plots the average flow completion time at an
increasing number of competing flows. The flows are
started with an inter-arrival gap (IAG) of 1, 3, and 5ms. It
is noticeable that the ICR-BBR shows improved delay
performance on a 10 scale at the highest presented load of
1024 flows. The main reason for the improvement is
attributed to improved shaping and regulating control of
ICR-BBR when Incast congestion is detected. The flows
are random combinations of exponential traffic with a
long tail and short request-response traffic. The result
also signifies that even longer flows shall not be deprived
of buffer resources at the bottleneck link and shall remain
resource-friendly for other competing flows. The
possibility of the simultaneous start of flow (0 IAG)
exists but is not included in the experiment due to
resource constraints.
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Figure 8. The plot of RTT variations at an increasing number of
completing flows.
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Fig. 8 plots the variation in RTT at increasing flow
load. All the parameters are the same as in the previous
plot shown in Fig. 7. The significant finding, in this case,
is that the increased RTT values at high traffic load did
not generally increase inflight traffic during Incast
conditions due to shaping control over built-in pacing
control of BBR. The periodic RTprob cycles also help
attain the equilibrium amongst the competing flows. It is
noticeable in this graph that the RTT values at maximum
load reach 300ms within a LAN environment that may
falter loss-based congestion control algorithms to produce
higher BDP for longer flows with long-tail, resulting in
more traffic in the pipe and in-creasing buffer occupancy.
The same, however, does not affect the short-lived flows
in the same manner but only increases the flow
completion time.
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Figure 9. The plot of Buffer occupancy at increasing load.

Fig. 9 shows the buffer occupancy behavior at varying
traffic loads. The proposed ICR-BBR shows a promising
response as the buffer occupancy at three IAG values is
much lower than the original BBR. The shaper control
provides adequate space to the service rate to empty the
buffers and avoid higher buffer occupancy. It is
noticeable that the shaped and regulated feature of ICR-
BBR reduces the gap between the service rate and the
arrival rate of traffic, causing balanced buffer occupancy.
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Figure 10. Average throughput of flow under high traffic load.

Fig. 10 shows the average throughput pattern during
the 100 seconds experiment run at a load of 1024 flows of
longer duration with an exponential traffic generation
model over a 1Ghps bottleneck switch. It is noticeable
that the performance of ICR-BBR is better than both
BBR and CUBIC. The same is because the theoretical
BBR acts as a reference for the cyclic life cycle phases of
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BBR. Although the average throughput may not represent
the fairness of bandwidth share amongst competing flows,
the fluctuations over time indicate that the overall flows
are in harmony and convergent. It is also noticeable that
CUBIC has the lowest link utilization at a high flow rate.
The same is primarily attributed to its loss-based
congestion detection approach.
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Figure 11. The average inflight data (BDP) of competing flows.

Fig. 11 shows the inflight data of 100 longer flows
with an exponential distribution of traffic generation. The
plot shows that the proposed model has slightly lesser
BDP values causing more secondary load on the
bottleneck switch. It is worth mentioning that ICR-BBR
puts less effort into BWprob and RTprob under Incast
congestion. Further, its shaping control reduces the traffic
generation rate causing lower BDP values. This induces
defensive bandwidth probing, which results in lower BDP
values. The same enables the switch to maintain the
average queue length well under the saturation region,
causing lesser fluctuations in RTT values and reduced
retransmissions.
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Figure 12. The RTT values of multiple flows in comparison to RTTmin
of BBR.

The fairness of the Algorithm with other competing
flows is another vital measure that optimizes link
resource utilization without starving any competing flows
due to aggressive inflight data models of newer
algorithms. The fairness has been thoroughly discussed in
[21, 22]. Using the same mathematical foundation, we
have also observed the fairness of IRC-BBR with other
legacy algorithms. Fig. 12 shows the RTT variations of
the Reno, CUBIC, original BBR, and proposed ICR-BBR.
It is noticeable that the RTT values are range-bound for
all the TCP variants between 5 to 65 milliseconds.
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RTTmin of original BBR is used as a benchmark because
the minimum RTT measurements are recorded as part of
the network model update mechanism. The IRC-BBR is
performing best in terms of close resemblance with the
RTTmin. The other non-BBR variants also get their due
share as recoded by the narrow band of the RTT values
throughout the experimental run.
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Figure 13. The plot of CWND behavior of ICR-BBR, BBR, and CUBIC.

Fig. 13 plots the CWND values of ICR-BBR, BBR &
CUBIC to observe algorithm fairness during long-time
flows. It is noticeable that these flows show CWND
progression in multiple stages of their life cycle. The TCP
CUBIC, due to its aggressive CWND expansion strategy
acquires higher values in the initial phases, whereas the
BBR increases CWND constrained by the drain phase
hence resulting in a gradual increase in CWND. ICR-
BBR is further constrained by the shaping algorithm that
allows a steady increase in CWND values and activation
of incast recovery during the increased loss events, In the
long run, the BBR & ICR-BBR bhoth attain higher values
of CWND, showing higher throughput in the middle and
completion stages of flow lifecycle. Despite the shaping
constraint, ICR-BBR is still successful in attaining a
higher CWND size of 800.
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Figure 14. The fairness behavior of ICR-BBR with other completing
flows

The fairness index as given in [21] is also used to find
out the standard fairness behavior of the proposed ICR-
BBR Algorithm. Fig. 14 shows the plot of the fairness
index of ICR-BBR in comparison to BBR, CUBIC, and
BBR-CWS. The figure shows that the fairness index
increases as buffer availability at the switch increase with
the larger BDP values. The fairness index of the ICT-
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BBR with original BBR is poor at lower BDP values, but
as the BRP ratio increases, it gets the best fairness index
among all. The fairness index of ICR-BBR with CUBIC
shows the poorest start at the lowest BDP values but
attains near one (01) at maximum BDP values. This result
also acknowledges the findings of an analytical model
that advocates deep buffers for the best utilization of link
resources while achieving maximum throughput. The
graph also shows a plot of fairness of ICR-BBR with the
congestion window scaling approach used in [21] for
achieving higher fairness amongst competing legacy and
modern congestion control algorithms. The plot shows a
steady increase in fairness as we move from shallow to
deep buffers.

VII.

In this paper, we have studied the queuing behavior of
TCP traffic during a high density of sessions converged at
the bottleneck link of a data center cluster, causing TCP
congestion control algorithms to deteriorate overall
performance. We have primarily analyzed the recently
introduced  congestion-based  congestion  control
philosophy that has received a favorable response in TCP
implementations. It has been observed that though both
BBR and CUBIC have superior performance on high-
capacity links, the loss-based congestion control of
CUBIC has more chances of collapse than BBR,
particularly in challenging conditions of incast problem.
It has also been found that the persistent high buffer
occupancy at the bottleneck node causes BBR a high cost
in its bandwidth and RTT estimation functions. Based on
these crucial constraints, we have proposed an ICR-BBR
congestion control algorithm to cope with the incast
problem in data center clusters. The proposed algorithm
adds a shaping function to the pacing algorithm of BBR
for regulating flow control. The algorithm for
determining the extent of the probeRTT phase may
sometime cause unfair bandwidth to share during incast
scenarios. It has been found that the inter-arrival of
multiple sessions and superimposition of probeRTT and
probeBW cause harmful impact on the bottleneck queues
causing serious performance degradation. In high traffic
load, attaining the fairer share for all competing flows has
also benefitted from the rate control shaper function
added in the ICR-BBR. The proposed shaping feature in
the pacing algorithm adds much required pauses at the
bottleneck link to empty its buffers and provide better
bandwidth share to competing sessions. It gives relief to
short-lived request-response and RPC sessions that have a
predominant share in the overall traffic load of TCP in
clusters. The proposed algorithm results have shown
significant improvement in achieving equilibrium in the
sending service rate at the bottleneck.
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